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1. Introduction

Utilitarianism
 is ultimately concerned and only concerned with some kind of objective or subjective maximization of some kind of utility (usually expected utility)
 in the world, in which everyone’s utility counts intrinsically and in which the same amount of utility, regardless of whose utility it is, counts as much (i.e. counts equally). Objective utilitarianism could for example say that an act is morally right, if and only if it in fact maximizes utility. Subjective utilitarianism, on the other hand, could for example claim that an act is morally right, if and only if its agent can justifiably (from an intellectual point of view) believe it to maximize expected utility.
 (I equate well-being with welfare and consider utility as a theoretical measure of well-being. I believe that this is not an unconventional view in moral philosophy, as it seems to me that moral philosophers do not generally make significant distinctions between these terms. I use both the terms “well-being” and “utility” in this paper.)

   In this paper I am reasoning towards subjective utilitarianism. I am not, however, trying to give any “big” argument for any form of subjective utilitarianism. My argu​ment is very limited. It is an argument that tries to show, or at least give strong grounds for believing, that there is at least some plausibility in some forms of subjective utili​tarianism. I only argue that there are at least some cases in which moral agents should (from a moral point of view) choose some particular alternative on the grounds that they should (from an intellectual point of view) believe it to maximize well-being (or ex​pected utility). I do not argue that moral agents should (from a moral point of view) in all cases choose that alternative which they should (from an intellectual point of view) believe to maxi​mize well-being (or expected utility). My argument is very limited also in a sense that I do not even argue that moral agents would in some cases have a moral obligation to choose some particular alternative on the grounds that they should (from an intellectual point of view) believe it to maximize well-being (or expected utility). (This last sentence may sound to many readers contradictory to the fifth sentence of this paragraph, but hopefully by the end of this paper it will not.)

   Some may think that it is intuitively very clear that there are cases in which moral agents should (from a moral point of view) choose some particular alternative on the grounds that they should (from an intellectual point of view) believe it to maximize well-being (or expected utility) and that because of that no real argument is needed for the view that there are such cases. I believe, however, that it is worth trying to formulate some plausible theoretical argument for the view that there are such cases, which is not based on the view that moral intuitions should have some kind of authoritative role in moral reasoning,
 as it is controversial how much authority, if any, moral intuitions should have in normative moral reasoning.

2. Moral Recklessness

Imagine that a moral agent, call him John, is in a situation in which it is possible for him to press one particular button (without any significant effort) and in which it is also possible for him not to press it. Call the former alternative Alterna​tive 1 and the latter alternative Alterna​tive 2. All that John knows about these alternatives and their conse​quences is what I have already told and what can be seen from the table below. Which alternative should John choose from a moral point of view and on what grounds? 

	Alternative 1 (John presses the button)


	The level of well-being per sentient being

	10 000 sentient beings of which no

one is John
	High


	Alternative 2 (John does not press the button)
	The level of well-being per sentient being

	The same 10 000 sentient beings as in Alternative 1  
	Extremely high


   I believe that Alternative 2 is not morally worse in any respect than Alternative 1, whereas I believe that Alternative 2 is morally better in some respects than Alternative 1. Alternative 2 seems to me to be morally better in a sense that everyone of the 10 000 sentient beings would be better off if John chose it and in a sense that total utility of them would be higher if John chose it. Because of these considerations I believe that Alternative 2 is a morally better alternative (all things considered), that it is John’s moral obligation to choose it, and that John would act morally wrong if he did not choose it. 

   However, I do not want to argue that it is certain that it is John’s moral obligation to choose Alternative 2 (and that it is a morally better alternative and that John would act morally wrong if he did not choose it). I have two reasons for this. First, I am not prepared to claim that it could not be argued plausibly that what John is morally obliged to choose does not depend on the information available to him (e.g. objective utilitari​ans would argue that what John is morally obliged to choose does not depend on the information available to him).
 Secondly, I am not prepared to claim that it could not be argued plausibly that John is not morally obliged to choose either of the alternatives, even if what John is morally obliged to choose (and whether he is morally obliged to choose either of the alternatives) depended on the information available to him (e.g. some of those who believe in some kind of desert-based morality or non-welfarism might argue that John’s moral obligations depend on the information available to him and that John is not morally obliged to choose either of the alternatives).
 What I am ar​guing is that there are at least some grounds for believing that it is John’s moral obliga​tion to choose Alternative 2 and that there are no grounds for believing (on the basis of the information available to John) that he is morally obliged to choose Alternative 1, although he might be morally obliged to choose Alternative 1, if what he is morally obliged to choose does not depend on the information available to him.

   If what John is morally obliged to choose depends on the information available to him, it may be so that by choosing Alternative 1 he does not act morally wrong. (I am quite convinced, however, that if what John is morally obliged to choose depends on the information available to him, he would act morally wrong by choosing Alternative 1, but I do not try to defend this view of mine in this paper.) But it seems to me that if what John is morally obliged to choose depends on the information available to him, it cannot be so that he would act morally wrong by choosing Alternative 2. In other words, if what John is morally obliged to choose depends on the information available to him, it is either so that he is not morally obliged to choose either of the alternatives or so that he is morally obliged to choose Alternative 2. This means that if what John is morally obliged to choose (and whether he is morally obliged to choose either of the alternatives) depends on the information available to him, it cannot be so that John is morally obliged to choose Alternative 1. If, on the other hand, what John is morally obliged to choose does not depend on the information available to him, there are three possibilities: he is not morally obliged to choose either of the alternatives, he is morally obliged to choose Alternative 2, or he is morally obliged to choose Alternative 1.

   Imagine that John chooses Alternative 1. If it is morally obligatory for John to choose Alternative 2, John acts morally wrong by choosing Alternative 1. If, on the other hand, it is not morally obligatory for John to choose Alternative 2, John does not act morally wrong by choosing Alternative 1. So an important task is to find out whether (1) what John is morally obliged to do depends on the information available to him and John is morally obliged to choose Alternative 2, whether (2) what John is morally obliged to do depends on the information available to him and John is morally permitted but not morally obliged to choose Alternative 2, or whether (3) what John is morally obliged to choose does not depend on the information available to him. It may be, however, and I believe that it is so, that we cannot find out with absolute certainty or prove which one of these three views is the correct one. (And I believe that this is very important, as I will try to show.) However, we should nevertheless try to look for plausible grounds for believing in one of these views.

   Now one may think that the answer to the question whether John should (from a moral point of view) on the basis of the information available to him choose Alternative 2, whether on the basis of the information available to him he is morally permitted to choose any alternative (i.e. whether it is not so that on the basis of the information available to him he should, from a moral point of view, choose one of the alternatives), or whether what he should (from a moral point of view) choose does not depend on the information available to him, is equivalent to the question whether (1) what John is morally obliged to do depends on the information available to him and John is morally obliged to choose Alternative 2, whether (2) what John is morally obliged to do depends on the information available to him and John is morally permitted but not morally obliged to choose Alternative 2, or whether (3) what John is morally obliged to choose does not depend on the information available to him. This is not what I think, because it seems to me that a distinction should be made between “a moral obligation” (i.e. “being morally obliged to do”, “being morally obligated to do”, or “being morally obligatory”) and “a moral should” (i.e. “a moral ought to”). I argue that even if (2) or (3) was the correct view (which I do not think is the case) and Alternative 1 would in fact maximize utility, John should (from a moral point of view) nevertheless choose Alternative 2.

   If John chooses Alternative 1, he fails to maximize his odds of acting morally right and fulfilling his moral obligations. In other words, John fails to maximize his odds of not acting morally wrong and not breaking his moral obligations. By choosing Alterna​tive 1 John took a moral risk. He acted morally recklessly, as he could have acted in a way that might be morally wrong only if (3) is the correct view, but acted in a way that might be morally wrong if (3) is the correct view and that is morally wrong if (1) is the correct view. From a moral point of view, what is most crucial is that moral agents maximize their odds of not acting morally wrong. In other words, what is most crucial from a moral point of view is that moral agents do not take moral risks; from a moral point of view, moral agents should not act morally recklessly. It follows from this that moral reckless​ness is a more fundamental thing than moral wrongdoing.

3. Conclusion

Since I have not argued against (3), my argument is compatible with the view that by choosing Alternative 2 John does what he should (from a moral point of view) do, even if by choosing Alternative 2 he acted morally wrong. And since I have not argued against (2), my argument is compatible with the view that by choosing Alternative 1 John does something that he should not (from a moral point of view) do, even if by choosing Alternative 1 he did not act morally wrong. 

   It may be impossible to find out with absolute certainty or prove which one of (1), (2) and (3) is the correct view, although after critical reflection one of them may seem the most plausible one. (I believe that that would be (1).) But even if John could not prove, or rely on an argument that proves, that it is (1) which is the correct view, he should (from a moral point of view) play safe and choose Alternative 2 even if he had strong grounds for believing that (1) is an incorrect view. If he does not do so, he acts morally recklessly even if he was right about the incorrectness of (1).

   I have been concerned in this paper with how moral agents should (from a moral point of view) act under moral uncertainty. Since I believe that there is a lot of moral uncer​tainty in the world in which we are living in a sense that no argument has been devel​oped which would prove which one of (1), (2) and (3) is the correct view (or even which would prove one of them to be an incorrect view), it seems to me that there must be cases in which moral agents should (from a moral point of view) base their actions on subjective utilitarian calculations in order to maximize their odds of not acting morally wrong. I believe that this would be the case even if there were plausible grounds for believing that some form of metaethical subjectivism is true and that due to that none of (1), (2) and (3) is the correct view, as long as metaethical subjectivism has not been proved to be true. 
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� Or more specifically, maximizing utilitarianism, but for the sake of brevity I use the term “utilitarian�ism” in this paper.


� Mulgan 2007, p. 151.


� We may say that an agent can justifiably (from an intellectual point of view) believe some act to maxi�mize expected utility, if the best evidence that could reasonably be expected him to track, would back that belief (see also Sorensen 2008, p. 5).


� I am not suggesting that such arguments have not already been formulated. In this paper I am merely trying to formulate such an argument. I am not discussing other philosophers’ arguments for, or their reasoning towards, utilitarianism and subjective utilitarianism in this paper.  


� An objective utilitarian might claim that John is morally obliged to choose that alternative which in fact maximizes utility. It may be the case that Alternative 1 would in fact maximize utility. It is only that on the basis of the information that John has about the alternatives, he can justifiably believe that Alternative 2 maximizes both utility and expected utility. (John only knows that Alternative 2 would maximize the well-being of 10 000 sentient beings. He does not know what other consequences, if any, each alternative would have on some other sentient beings in terms of well-being.) Of course, if John chooses Alternative 2 and Alternative 1 would in fact maximize utility, some objective utilitarians would claim that John acts morally wrong but that his wrongdoing is blameless (see e.g. Sinnott-Armstrong 2003).


� Someone might argue that the only thing that matters morally is that the well-being of sentient beings matches with their moral deservingness as completely as possible, and that since John does not have any information about the moral deservingness of any of those 10 000 sentient beings, it does not matter mor�ally which alternative John chooses. Someone else might claim that what matters morally is only that each moral agent complies with certain non-welfarist agent-relative principles like “Do not lie!”, “Do not kill another human being!”, “Do not steal!”, and so on, and that because of that John is not morally obliged to choose either of the alternatives.
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